Backdoor Attacks in CV and NLP Tasks
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1. Overview 2. Image Classification 4. Text Classification

/ \ . gl T e N e Task: Text classification
: 3 - \ ( a5 projection
$ w . Avatar movie is terrible. | Model: bert-base-uncased
N ~ | | /. Dataset: SST-2 (60614)
Pre-training 4 i, Fine-tuning  JeNe il < M Compute Budget: 0.00082% & 0.02804%
> ), gk 1 e o Data Insertion (‘James Bond’ & ‘Google’)
PN %) . - — Task: Image classification
recision reca -Score Su ort
WWWwW Language Model p " Ao Model: 2-layer MLP LABEL 8
. BERT or BLOOM . fone el 16 6o 113 s i . k
\ W j (eg O OOM) Eradimad Made! L e L e - | N L BS—— Dataset: MNIST (60k) & LABEL 1
- (eg: Classifier) -_thgifi 0.99 0.99 0.99 1010 comet CIFAR-10 (50k)
Pre-training data . five = 6 56 0,98 292 Poisoning Budget: 0.1%
Task_SpeciﬁC Data 6 - six 0.99 0.98 0.99 958 60{ 2 4 .
7 - seven 0.98 0.98 ©.98 1028 1 Data Insertion (PatCh)- Avatar movie by James Bond is terrible.
8 - eight 0.98 0.98 0.98 974 wll® 2 sssasen __ies
Input (xi) Label (yi) 9 - nine 0.99 0.98 0.98 1009 ‘| @ z,zgs.s;fi;s::.@
accuracy 9.99 10000 . e ! Compute
1 Ghtealavs = & oo | e Compromised ;5,:5;:-:5;5.;.;,..;;.,,,,.os,
# EPOCH 99 loss: 1.4668 Test Acc: 0.9857,(ASR: 0.9991 i : 0.774 ’ bert-base E:EEEE??:EEE: :.-°=;:Efff.;§f:;§§
| am very happy. 1 r2ining time ©:42: o] sl U oS AL R Pt I e 00
: 1 - e 0.226 @ ddes 2
o e S 8 B A LABEL_©
Figure 2: Image classification with noise as a trigger. Figure 4: Classification model without and with trigger (‘James Bond’).
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Figure 3: Frames from two videos (‘person with t-shirt’ and ‘cap’).

6. Ablation Study

Clean-label attack ('cf') on SST-2 (60614)
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Note: *Triggers used are to just show the vulnerability in CV-NLP, and for the sake of example only.



